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1 Introduction

This report details our application of robot motion planning to the �eld of
computational drug design.

2 Robotic Motion Planning

Motion planning is a fundamental problem in robotics. The classic path
planning problem is described as the following: given a three dimensional rigid
body and a known set of obstacles, the task is to �nd a collision-free path from
a start con�guration to a goal con�guration. Additionally, this task is to b e
completed in a reasonable amount of time. This is known as thepiano mover's
problem[1].

There are various methods of planning a path of a robot. Exact planning
approaches fail to work at high degrees of the problem. One then has to
resort to heuristic approaches to solving the problem. One such technique is
the Probabilistic Roadmap Method[14]. The premise behind this approach is
that it is cheap to check if a single robot con�guration q is in Qf ree or not.

A map is a data structure used to plan subsequent paths quickly. The data
structure tries to capture the connectivity and features of the con�guration
space of the robot. Using the map, a planner can �nd a path between any two
con�gurations by �rst �nding a collision free path from one of the con�gurations
to a roadmap and likewise from the roadmap to the destination con�guration.
The map is stored as an undirected graph G(V,E), with vertices V and edges
E.

3 Molecular modeling

3.1 Computational drug design

Proteins are the building blocks of life. Examples of proteins include hormones,
enzymes and antibodies. Proteins are long chain polymers of amino acids. There
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Figure 1: The amino acid template.

are twenty such amino acids in nature. Figure 1 shows the basic template of an
amino acid. The side chain \R" determines the functionality of the amino acid.
When these amino acids polymerize, they form a three dimensional structure
and it is this structure that determines the overall functionality of the protein.

Proteins dock just like LEGO blocks, with bumps and ridges matching the
features of another. This docking activity gives proteins the ability to promote
or inhibit chemical reactions. Most drugs work by docking with target molecules
and interfering with their functions.

The process of drug design is a long and incremental process. Computational
chemists still do not completely understand the process. Taking the Human
Immuno-de�ciency Virus (HIV) as an example, we consider the computational
approach to drug design:

� �gure out what is causing the disease

� �gure out how to disrupt the process

� model the chemistry involved

� design a drug that can disrupt the process

In the case of HIV, the virus causes the disease. One approach to solving the
AIDS epidemic has been to inhibit a protein (HIV protease) that is vital for the
mutation of the viral particles to their infectious stage[26]. Candidate drugsare
designed on a computer that can bind to the receptor with favorable, ie negative
energy. These drugs are small molecules, more formally calledligands. They
are typically with three to �fteen torsional angles. Thus, the ligand-docking
problem is to �nd a molecule that can geometrically and energetically bind to
an active-site (Figure 2.)

The fundamental assumption for rational drug design is this binding process. In
their bound con�guration, these molecules demonstrate chemical and geometric
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Figure 2: Feature matching between the ligand and the protein[13].

Figure 3: Degrees of freedom in a ligand[13].

complementarity. The bound state can also modulate signal pathways and alter
metabolism by changing sensitivity to hormonal action.

In recent times, computers have found much use in drug design. There
are currently being used as a �rst-stage replacement to wet-lab methods.
Conventional computational approaches currently in use only check the �nal
conformation of the ligand. Most often, this is done using a pure geometric �t
to the active site with an aim to minimize the scoring function (as described
later.) Therefore, these algorithms cannot measure the thermodynamic and
kinetic properties of ligand docking.

3.2 Docking approaches

3.2.1 Components

The three main components of a docking methodology are the representation
of the protein and ligand, the method to search conformational space, and the
ranking of potential candidates.
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The input to the problem is in the form of PDB �les. This is a text �le
containing the Cartesian coordinates of the atoms of the ligand and the protein.
These coordinates are typically obtained from X-ray crystallography or Nuclear
Magnetic Resonance. The Protein Databank (RCSB), a public domain resource,
provides toold and resources to study the structures of biological macromolecules
and their relation to sequence, function, and disease[20].

The ranking is done by the use of scoring functions. These functions
approximate the global free-energy in some way and are fast to compute. It
is believed that the docked state correspond to the global minima on the free-
energy surface. A scoring function typically used is:

� G = � Gelec + � GV DW + � Gsolv (1)

where � Gelec , � GV DW and � Gsolv are the free-energy changes corresponding
to electric charge, Vander-Waals and solvation given by:

� Gelec = � i;j
qi qj

r
(2)

� GV DW = � i;j 4� ij

� � � ij

r

� 12
�

� � ij
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�

(3)

� Gsolv = � i;j (Si Vj + Sj Vi ) exp(
� r 2

ij

2� 2 ) (4)

Once the �nal structures are determined, they are compared with the exper-
imental structure using the root-mean-square-deviation (RMSD.) This is the
numerical measure of the di�erence between two structures de�ned as:

RMSD N (t) =

r
� N

i (~ri (t) � ~ri )2

N
(5)

where N is the number of atoms whose positions are being compared,~ri (t) is
the position of atom i of the 't' candidate and ~ri is the position of the reference
atom i. We are comparing our algorithm to already known crystal structure to
assess the e�ectiveness, but in reality the �nal structure is unknown.

3.2.2 Existing docking programs

The di�culties involved in modeling docking are many. Firstly, both the pro tein
and the ligand are 
exible and may alter each others structure as they interact.
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This leads to an explosive growth of the number of degrees of freedom and makes
the problem intractable. Exhaustive searches model the protein and the ligand
as rigid bodies. This leads to only six degrees of freedom (three for position and
three for orientation.)

One of the �rst docking programs was DOCK[7],[8] by the Kuntz group at
UCSF. The earlier versions modeled the protein and ligand as rigid bodies. The
docked conformation is searched using surface complementary.

AutoDOCK[9] is a widely used docking program. It uses a kinematic model
of the ligand and supports Monte Carlo and Simulated Annealing. The
latest version supports the Lamarckian Genetic Algorithm, which has been
shown to be better than Simulated Annealing, Monte Carlo and plain Genetic
algorithms[10].

Some other approaches are brie
y mentioned: FlexX[30] does an incremental
construction of the ligand at the active site using a greedy algorithm. GOLD[11],
standing for Genetic Optimization for Ligand Docking builds a genetically
optimized hydrogen bonding network between the ligand and the protein.

4 Ligand-Docking and Robotics

As the preceding sections demonstrate, there are clear parallels between the
ligand-docking problem and motion planning in robotics. We thus get to our
formal problem statement:

The ligand-docking problem can thought of as the problem of
planning the path of a highly redundant robot through a narrow
passage.

A real value is de�ned for every q 2 C. Instead of de�ning Cobs 2 C, we de�ne an
energy threshold. Cobs are con�gurations that are above this energy threshold.

The motion planning approach not only minimizes the scoring function, it also
estimates the motion of the ligand during the binding action. It does this by
guessing intermediate states and calculating a di�culty weight for the path to
the active site. The weights along the path correspond to the \thermodynamic
di�culty" of traversing that particular path.

Our method models the protein as rigid and the ligand as a kinematic chain.
The sample problem tried was the binding of Oxamate (�gure 4) with 3PTB.
These PDBs were downloaded from the PDB website which are freely available.
The protein (�gure 5) has about three thousand one hundred atoms, which is
the typical size of a biologically active protein.
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Figure 4: Oxamate with seven degrees of freedom.

Figure 5: Ribbon representation of 3PTB. The amino acids are color-coded.
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We assign six degrees of freedom for the root atom, and one degree of freedom for
every non-leaf node. Using this scheme, oxamate has seven degrees of freedom
(we model the loop as a rigid linkage, as in reality� -bonds keep this structure
planar.)

5 Two classes of problems

The drug design problem can be categorized broadly into two classes: The
docking problem, and the active site searchproblem, depending on whether we
know the binding site beforehand or not.

In the docking problem, we are interested whether a particular ligand can be
docked to an active site or not, with a resulting low energy. There are many
reasons why one might want to do this: simulate the binding process, or �nd
potential candidate binding drugs (ligands) from a large database.

Often, the active site is unknown. Very few structures have been crystallized to
obtain Cartesian coordinates. But, we do know that a ligand binds to a protein
from wet-lab experimentation. Thus, the active site is searched for by usinga
ligand that is known to bind experimentally.

This document reports our attempts to solve both problems. The active site
is �rst found using the �rst part and this active site is then used to study the
binding process. Since we have the crystal structures of the protein, the ligand
and the bound conformation, we try to �nd the active site site. In the case
where the active site is not found, we hardcode the active site for the second
stage.

6 Algorithm

The algorithm used closely follows the classical roadmap method. The basic
PRM can be broken down into two stages - a milestone construction stage
and a query stage. These two stages and the modi�cations made to the basic
algorithm are described in the following sections. We also describe the algorithm
used to search for an active site.

6.1 Milestone generation

The �rst stage of the algorithm is the milestone generation stage. We initially
used a uniform sampling strategy, but it was found to be ine�ective. We
therefore biased the sampler in two ways:
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� select samples near the boundary of the protein

� select samples with low energy

Algorithm 1 Milestone generation
1: for i = 0 to #nodes do
2: generate random con�g C
3: if E(C) < E max then
4: add node to graph with probability P (eq. 7)
5: end if
6: end for

Since the C-space of the ligand is highly complicated and full of features, we
wish to sample with higher density in narrow passages. Intuitively, narrow
passages are found with C-space obstacles on both sides. Our strategy, built on
OBPRM[25] was to sample points that collide with obstacles and then shoot a
ray in a random direction. This ray is broken up into segments and searched for
a collision-free con�guration. The search is stopped when such a collision-free
con�guration is found, indicating the edge of the C-space obstacle.

The total interaction energy, which includes the ligand self-interaction energy
and the ligand-protein energy was computed. The Lennard-Jones part of
equation 1, shown in equation 6 completely models collision detection.

Vij (d) = 4 � ij

� � � ij

d

� 12
�

� � ij

d

� 6
�

(6)

Our second biasing strategy was to only accept milestones with low energies.
This was done using the following criteria[16]:

P =

8
><

>:

0; E > E max
E max � E

E max � E min
; Emin � E < E max

1; E < E min

(7)

Only milestones with energies greater thanPaccpt were chosen. Parameters
Emax ; Emin and Paccpt are inputs to our simulation. Our test with 3PTB had
Paccpt = 0.3, Emax = 5 kcal/mol and Emin =-25 kcal/mol.

6.2 Edge generation

Once the milestones were created as described in the preceding section, they
were connected using edges. To do so, we draw a straight line in C-space between
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Figure 6: Discrete segments of a straight line through C-space.

two nodes within a maximum Euclidean distance ofCONNECTRADIUS. This line
was discretized into small segments that was checked for collisions. Additionally,
if the energy along any of the segments was aboveEmax , it was discarded. This
is to make sure the path along the edge is energetically feasible. We de�ned
CONNECTRADIUSto be 3�A in our simulation.

Weights were then assigned along these edges. This is described as a separate
step here, but in the actual implementation, the weight is calculated during the
edge creation stage. The weight is calculated as the sum of the discrete energy
transition probabilities. This is the probability of moving from one node to
another through each discrete segment (�gure 6).

w(q ! q0) =
X

i

� ln (P[i ! i + 1]) (8)

where

P[i ! i + 1] =
e� � (E i +1 � E i )

e� � (E i +1 � E i ) + e� � (E i � 1 � E i )
; � =

1
kT

(9)

The above equations assign heavier weights along edges that have a positive
di�erence in energy, which means the path is uphill and is di�cult to traverse.

6.3 Roadmap query

Once the graph is built, we can be reasonably assured that it represents the
connectivity of free space. As described in the paper[16], if the degree of a node
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is less than the number of degrees of freedom of the ligand, the node is sent to
the connectivity enhancement stage (sec. 6.4.)

The shortest path through the graph was found using theA � search algorithm.
Euclidean distance between the root node atoms in workspace was used as the
cost metric. If a path is found, the trajectory is exported as a sequence of PDB
�les. If no path was found, the roadmap enhancement step is run and then a
connected path is looked for again.

When an active site (goal) is given to our algorithm, it correctly identi�es a
path through the C-space of the ligand to the goal. In the case that such a
path could not be found, one of the enhancement strategies mentioned earlier is
approached. Our sample protein-ligand complex was able to correctly determine
a path to the active site.

6.4 Roadmap enhancement

Algorithm 2 Roadmap enhancement
1: for i = 0 to #nodes do
2: if DEGREE(node(i)) < #LG DOF then
3: add N nodes around node(i)
4: end if
5: end for

As described in the prior sections, if the degree of a node is less than the degree
of freedom of the ligand or if no path is found, the roadmap enhancement stage
is run. This means that either a certain section of free space is poorly sampled,
or a node is poorly connected to the rest of the roadmap. Poorly connected
nodes to the rest of the roadmap is an indication of narrow passages. We add
random points around the node with the hope that it improves the connectivity
of the roadmap. As this stage can iterate for a very long time, specially in
narrow passages, an upper bound on the number of times the enhancement
stage is executed was placed.

6.5 Roadmap smoothing

The roadmap generated by the above algorithm will have artifacts due to
the discretization of the problem. The roadmap can be improved by local
deformations. This is often known as path smoothing in robotics literature
[14]. Our method further discretizes the path generated and looks for a point
in the neighborhood with a lower energy.
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6.6 Active site search

Figure 7: Contour map of a slice through the active site.

In classical robot motion planning, the goal con�guration is usually implied in
the problem statement. This is not the case with ligand-docking, where the
active site is typically unknown, and we are trying to dock many candidate
ligands one after the other.

Active sites are believed to be the global minima on the free-energy surface
(equation 1.) For the purposes of testing our algorithms, we chose a protein-
ligand combination that had an active site that was determined by alternative
methods (x-ray crystallography in our case.) As �gure 7 shows, the active site
at (0,0) is at the end of a narrow passage.

On further characterization of the active site, we realized that the active site
is surrounded by high energy barriers1 (�gure 8.) This is to keep the ligand
bound once it has docked. This also means that it becomes harder for the
ligand to reach the active site. This observation of a funnel-shaped active site,
�rst described by Dill[29] is also con�rmed by various other literature sources.

6.6.1 Prior methods

The algorithm by Singh[16] used to search for active sites is described in
algorithm 3. First, P points are sampled on the surface of the protein (this

1Energies above 20 kcal/mol were truncated to 20 kcal/mol to p reserve the dynamic range.
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Figure 8: Details of a slice through the active site.

Algorithm 3 Active site search
1: Pick P points on the surface of the protein
2: for i = 0 to R do
3: S[]  Q points around P
4: Sort S[] by increasing energy
5: P  S[0]
6: end for
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is the same as roadmap construction stage). The additional constraint is that
these points are atleast 5�A apart. This is to make sure we don't over-sample
any particular region of the protein.

Q samples around each of theP points is sampled randomly. The sample
with the lowest energy is retained, and the entire process is repeatedR times.
This way, we are guaranteed to reach the closest minima, even though this
minima might be a local one. This is a quasi-Conjugate Gradient method for
minimization.

Running this algorithm with our protein repeatedly failed to �nd the active
site. The algorithm was always getting in a local minima. As �gure 8 shows,
the path to the active site has almost a 10 kcal/mol energy barrier that needs
to climbed.

6.6.2 Other approaches

Much research has been done to deal with the problem of narrow passages.
Though some of them work on speci�c examples, nothing satisfactory exists for
general problems.

A review of the other methods follows. OBPRM[25] samples around obstacles
in C-space. We have already used a variation of OBPRM for milestone
generation (sec. 6.1.) Gaussian samplers[17] pick two random con�gurations
with the distance between them following a gaussian distribution. If the two
con�gurations collide with obstacles, or are in C-free, they are discarded. Only
pairs that have one colliding and other not colliding are retained. This makes
sure that the con�gurations accepted have a colliding con�guration nearby, and
thus are near the obstacle boundary.

Bridge test[15] tries to build a straight line in C-space between two con�gura-
tions that collide and check along this line for collision-free con�gurations. This
is akin to building a bridge. Medial-axis PRM[21] was not implemented due to
the associated cost of computing the medial axis.

We implemented three techniques: Gaussian sampler, bridge test and OBPRM.
All three approaches failed to �nd the active site. This further demonstrates
the complexity of the problem.

6.6.3 Our method

The multiple-minima problem is a challenging problem in every �eld it is
encountered. In the search for the active site, it is impossible to search all
of C-space for the global minima. Our method relies on the deformation of
the con�guration hypersurface, based on an adaptation of an image processing
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technique called \unsharp-masking." The premise is that the new transformed
hypersurface has smaller number of local minimas.

We can think of the energy hypersurface as a \hyper-image" with coordinates
being the con�guration and the value at the con�guration being the pixel value
(energy.) For example, for a two dimensional energy surface, we have the x-y
axis as the range of coordinates and the value at that point being the color value.
The unsharp masking technique is to add a sharpened version of an image to
the original image resulting in a blurred image.

For example, let's consider the functionF (x)[28] (eq. 10):

F (x) = a0 � a1x + a2x2 � a3x3 + a4x4 (10)

with the coe�cients

a0 = 36:537

a1 = 40:802

a2 = 18:166

a3 = 2 :975

a4 = 0 :160

The laplacian of F (x) is given by

G(x) = r 2F (x) = 2 a2 � 6a3x + 12a4x2 (11)

with the same coe�cients

a2 = 18:166

a3 = 2 :975

a4 = 0 :160

The functions F (x), r 2F (x) and F (x) + r 2F (x) are plotted in �gure 9.

We now de�ne the transformed function T(x) as

T(x) = F (x) + � r 2F (x) (12)

T(x) =
�
1 + � r 2�

F (x) (13)
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Figure 9: F (x), r 2F (x), and the sum.
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Figure 10: T(x) for � =1,0.7,0.5,0.3,0.1,0

The second di�erential of a function have the same in
ection points as the
original function. For small � , the in
ection points do not undergo any change
since they correspond tor 2F (x) = 0.

If we were to iterate over the transformation of equation 13, shallow wells
disappear gradually. Figure 10 plots the transformation for various values of � .
In our implementation, we started at � =0.5 and gradually brought it down to
zero. At each step, we \repaired" the milestones by searching the neighborhood
for points with lower energy.

We now derive the transformed equations for our potential functions:
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Figure 11: Induced Fit model of ligand-bonding[27]
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Our method to �nd the active site did better than the other approaches, though
not much better. With three degrees of freedom (translational), it was able to
�nd the active site quite easily. Including rotational degrees of freedom was an
astronomical jump in the complexity of the problem, and our method failed to
�nd the active site.

6.7 A philosophical detour

Our model considers the protein as rigid and the ligand as 
exible. But, in
nature, both the protein as well as the ligand are 
exible. There were two
competing strategies to explain the docking action of an enzyme - the lock-and-
key model and the induced �t model.

Emil Fischer in the 1890s proposed the lock-and-key model because enzymes
have a particular shape that the substrate �ts exactly. In 1958, Daniel Koshland
suggested a modi�cation to the lock and key model, known as the induced �t
model. He argued that the active site of an enzyme is modi�ed as the ligand
binds to it.

This is still a hotly debated topic amongst molecular biologists. Inclusion of
the induced �t model into our system will involve an exponential growth in the
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number of degrees of freedom, but on the other hand, it may not be necessary
to climb that 10 kcal/mol energy barrier any more. This will make the kinetics
of the binding action much simpler.

7 Implementation

The algorithms described in section 6 were implemented in C++. LEDA[19]
was used as the graph library.

7.1 Extending MPK

Much of the base system was derived from the Motion Planning Toolkit[3].
MPK is a feature-rich software simulation system designed at the Computational
Robotics Lab at Simon Fraser University. It comes with a host of di�erent
collision detection algorithms, motion planners and robot topologies.

Since MPK is designed in an object-oriented fashion, it was easy to extend the
functionality to model biomolecules. Signi�cant functionality was added to a
class derived fromConfiguration , which we call LConfiguration . There are
three main representations of conformations of molecules: cartesian coordinates,
distance geometry descriptors, and internal coordinates (C-space). The random
conformations are generated in C-space, but some of the energy terms (coulomb
and LJ) need cartesian coordinates. Zhang and Kavraki[12] examined three
methods of generating cartesian coordinates from internal coordinates: simple
rotations, Denavit-Hartenberg local frames and atom-group local frames.They
showed that the atom-group local frames are more e�cient than the other two.

Our implementation used simple rotations by the use of homogeneous matrices.

7.2 NAMD

NAMD[4] from Theoretical and Computational Biophysics Group at the Uni-
versity of Illinois (Urbana-Champaign) is a highly scalable, parallel molecular
dynamics engine designed for simulating big bio-molecular system. Mindy[5] is
a minimal molecular dynamics engine derived from NAMD source code.

The data structures of NAMD are designed in an object oriented fashion, and
therefore were easy to extend. A cut-o� of 10�A was speci�ed to reduce the
number of pair-wise interactions. The pseudo-code for the energy computation
is given in algorithm 4.
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Algorithm 4 Protein-Ligand energy interaction computation
1: H = 0
2: for i = 0 to #ligand atoms do
3: for j = 0 to #protein atoms do
4: d  k r i � r j k
5: if d � 10�A then
6: ec V (i; j; d )
7: if ec � 1000then
8: return ec
9: end if

10: H += ec
11: end if
12: end for
13: end for
14: return H

8 Future Work

8.1 Transition Path Sampling

Transition Path sampling techniques allow computational studies of rare events
without requiring prior knowledge of mechanisms, reaction coordinates, and
transition states. Bolhuis[18], et al. call this method as \throwing ropes over
rough mountain passes, in the dark." \Throwing ropes" because one attempts
to reach one stable state to another, and \in the dark" because these higher
dimensional space are so complex that it's hard to visualize the energy surface.
Dynamical process of interest occur on time scales much larger than fundamental
time scales.

9 Conclusion

Our report starts with a brief introduction to the �elds of motion planning
and molecular modeling, with emphasis on ligand-docking. We then discussed
a motion-planning approach to the ligand-docking problem. We then present
a novel application of a global optimization technique to �nd the active site.
To the best of our knowledge, this method hasn't been applied to the �eld of
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robotics before. Our approach does better than the three other approaches from
robotics (though not much better.)
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